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Abstract

We investigate the potential for targeted treatment rules to improve the performance

of a large-scale behavioral intervention to encourage energy conservation. We first

verify that receiving personalized feedback on energy use causes households to

reduce their electricity consumption on average, and we present evidence of treatment

effect heterogeneity. We then use a policy learning approach to derive treatment

rules based on observable household characteristics that exploit this heterogeneity to

maximize the expected benefits of the intervention. Targeting using transparent and

easily implemented treatment rules yields significant gains relative to the treatment

assignment that was actually implemented.
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1 Introduction

The central goal of program evaluation is to identify and design interventions that maxi-
mize welfare criteria. A vast literature of prior work focuses on identifying programs that
generate positive net benefits. Recent methodological advances present a new opportunity
to optimize the design of programs to maximize those net benefits. In particular, recent
work on treatment assignment policies—rules that govern which individuals should be
treated and which should not—provides a theoretical foundation and a framework for
maximizing the expected benefits of interventions in the presence of treatment effect
heterogeneity. These methods have the potential to generate large welfare gains in many
domains.

In this study, we apply the Empirical Welfare Maximization (EWM) method to derive
treatment rules that maximize the expected benefits of home energy reports, a large-scale
behavioral intervention to encourage energy conservation. In this program, personalized
letters with feedback and social comparisons on energy consumption are mailed to
residential households to address imperfect information and behavioral biases. Home
energy reports (HERs) have been adopted widely by utilities across the United States,
reaching at least 6.2 million households (Allcott and Rogers, 2014). Considering the
high stakes—an estimated annual cost of 927 million dollars (Allcott and Mullainathan,
2010)—it is important to design these programs to maximize their net benefits.

Home energy reports have been widely implemented as randomized controlled trials
(RCTs). While the use of RCTs has been integral in establishing the causal short- and long-
term impacts of HERs on energy consumption (see, for example, Allcott, 2011; Allcott
and Rogers, 2014; Brandon et al., 2019), repeated randomized trials are unlikely to be
welfare maximizing given previous findings of heterogeneous distortions in households’
perceived benefits of energy conservation (Allcott et al., 2015; Costa and Kahn, 2013).
For example, prior work has found that certain households could increase electricity
consumption after receiving positive feedback in HER letters (Schultz et al., 2007; Byrne
et al., 2018). Due to this potential adverse response, and given that HER programs
incur implementation costs, it could be welfare-enhancing to utilize information from
prior RCTs to identify and target those who "should be" treated based on observable
demographic characteristics. Leveraging data on household-level monthly electricity
consumption, treatment status, and five demographics characteristics from an HER
program with over 390,000 participants, we apply new statistical learning methods to
identify treatment assignment rules that maximize the program’s net benefits.

We motivate our analysis of the gains from targeting by providing evidence of het-
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erogeneous treatment effects. We do this by estimating parametric triple-difference
regressions that provide suggestive evidence of how treatment effects vary for households
above and below the median of four observable household characteristics: pre-treatment
electricity consumption, income, building size, and house age. Households with high
pre-treatment consumption reduce electricity usage more than households with low
pre-treatment consumption. A similar pattern emerges for income. There is relatively less
heterogeneity in treatment effects in terms of building size and house age. Households
with larger and older homes appear to exhibit slightly larger treatment effects but the
differences with those of smaller and newer houses are not statistically significant. We
use this suggestive evidence on heterogeneous treatment effects to guide the selection of
covariates for our targeting analysis.

In our main analysis, we search for simple and transparent treatment rules that
maximize the net benefits of the intervention. To do this, we restrict our attention to
a subset of household characteristics—for example, pre-treatment consumption and
income—and search over two classes of treatment rules. First, we search over all possible
partitions of each two-dimensional characteristic space to identify the quadrant that, when
treated, maximizes expected benefits. Second, we use a linear rule with cubic terms to
allow for a more flexible partitioning of the characteristic space. In both cases, we search
for rules using three separate criteria: expected energy conservation, expected private
cost savings, and expected social cost savings. For the cost savings analyses, we account
for both the value of electricity conserved and the cost of administering the program. The
result is a rule that determines treatment based on any combination of two household
characteristics that is easy to implement and can be visualized in two dimensions.

We find large gains in cost-effectiveness from using observable household characteris-
tics to target treatment. The learned optimal treatment assignments achieve $0.60 to $0.80
in private cost savings per household per month, which is equivalent to about $400,000
of net cost reduction for the entire state every year. Our central estimate suggests the
predicted reduction in electricity consumption from the EWM treatment rule roughly
doubles the consumption reduction from random treatment in the original RCT.

To our knowledge, this is one of the first studies that directly derives (or learns)
optimal treatment assignments for an energy information provision program. Our results
confirm the potential of targeting treatment and demonstrate an early application of
learning optimal treatment rules in policy classes with explicit constraints, which is often
necessary in practical settings. The results could be used to propose easily implemented
treatment rules to improve the cost-effectiveness of energy conservation programs.
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Related Literature Our empirical strategy, the EWM method, is a recently developed
statistical learning method in the growing literature on optimal treatment assignment.
The learned treatment policies are "optimal" in the sense that the utilitarian regret, or
the utility loss from failing to adopt the ideal rule, is minimized (Manski, 2004, 2009;
Imai et al., 2013; Hirano and Porter, 2009; Stoye, 2009). Using this criteria, the problem
can be considered in two separate cases. First, when there is no constraint on the
treatment policy class and the estimator of conditional average treatment effects (CATEs)
for each individual achieves the minimum regret bound, the optimal policy is to treat all
individuals with the desired sign of treatment effects (Hirano and Porter, 2009). However,
to our knowledge, the regret-optimal estimator for CATEs in the unconstrained case has
yet to been shown. Alternatively, treatment policies can be derived in a simpler setting
where the policy class is constrained and non-complex. In this case, it is possible to
achieve the optimal regret bound even if CATE estimation itself is not guaranteed to
be regret-optimal (Kitagawa and Tetenov, 2018; Athey and Wager, 2017). In particular,
Kitagawa and Tetenov (2018) show that given exogenous binary treatment with known
propensity scores, the constrained treatment policy that maximizes empirical welfare
achieves the optimal regret bound.

In a closely related literature on heterogeneous treatment effects, Wager and Athey
(2018) established the asymptotic normality of honest causal forests and the theoretical
basis for causal inference using this approach. In this line of research, the goal is to mini-
mize squared-error loss instead of utilitarian regret (Athey and Wager, 2017). Allcott and
Kessler (2019) and Knittel and Stolper (2019) derived unconstrained treatment rules for
HERs based on the sign of estimated CATEs using machine learning approaches such as
causal forests, gradient forests, and elastic nets. Compared with unconstrained treatment
rules, the EWM rules are more transparent and easier to implement. This is appealing
especially in this context where the gain from more complex treatment assignment rules
based on observable characteristics may be modest relative to simple treatment rules, as
pre-treatment consumption is found to be a dominant factor for targeting. In addition,
the EWM method can explicitly accommodate additional constraints in settings where
key targeting dimensions need to be pre-determined or constrained. Finally, our use of
the EWM method integrates the decision problem and statistical inference. By solving for
the treatment rule that explicitly maximizes the sample analog of the welfare criterion,
learning the treatment rule and conducting inference on the associated welfare gain is an
integrated process.
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Roadmap Sections 2 and 3 introduce the institutional background and data. Section 4
provides estimates of average treatment effects and heterogeneity in treatment effects.
Section 5 explains the empirical strategy for deriving treatment rules using the EWM
method, section 6 presents the results, and section 7 concludes.

2 Institutional Background

In this study, we use data on energy efficiency programs administered by a major utility
company in the Northeastern U.S. This particular portfolio of energy efficiency programs
is among the first programs of this type in the United States and is consecutively ranked
among the top 3 in the ACEEE State Energy Efficiency Scorecard. The utility operates
nine residential programs, each targeting a specific customer segment or product type.
We focus on Home Energy Reports.

The behavioral program in this analysis is administered by Opower, the leading
provider of Home Energy Reports in the U.S. The program addresses imperfect infor-
mation through information provision and also leverages psychological effects of social
comparisons to promote behavioral changes in energy usage (List et al., 2017; Schultz
et al., 2007; Nolan et al., 2008).1 The motivation for this programs is based on previous
findings that households may not be perfectly informed about or lack the attention to
energy cost, thus their energy consumption decisions might not be welfare-maximizing,
contributing to the "energy-efficiency gap" (Jaffe and Stavins, 1994; Gerarden et al., 2017).
The program is implemented as bimonthly personalized letters mailed to residential
households that contain clear messaging on historical monthly usage, comparisons to
efficient neighbors, and personalized recommendations on energy conservation measures
and energy-efficient products. Seminal studies on the effects of the program include
Schultz et al. (2007), Nolan et al. (2008), Allcott (2011), Allcott and Rogers (2014), and
Ayres et al. (2013).

For the utility company we study, the first cohort of Opower reports were issued
in March 2013 and mailed to about 184,000 electric customers. Among the accounts
enrolled into the program, roughly 90% of these accounts were randomly assigned into
the treatment group while the rest were assigned to the control group. From 2013 to 2018,
there were seven additional "waves" of accounts added to the program. Electric and gas
waves were separately implemented, with different letters focusing on electricity and
gas consumption. After the initial enrollment, the treatment group received the Opower

1Comparisons often involve stating "Here is how you compare to neighbors," and "You use xx percent
more energy than efficient neighbors."
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letters every other month, while the control group did not receive letters. A sample
Opower letter is shown in Figure 1. Unless customers opted out explicitly, they remained
in the designated group after the initial assignment.

Figure 1: Sample Home Energy Report.

Notes: First page include social comparison of energy usage. Second page include en-
ergy conservation tips and EE rebate information. Electric and gas measures mailed out
separately to households. Source: Home Energy Reports Customer Service Guide. Oracle.

3 Data

This analysis utilizes three main datasets: a four-year panel dataset on residential
household-level monthly electric consumption; the treatment status of accounts enrolled
in the Opower program and the date of enrollment; and cross-sectional household-level
data on building size, unit size, year of house construction, income, marital status of
household head, and number of household members. All three datasets are provided by
the utility company.
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3.1 Electricity Consumption Data

The first dataset contains the monthly electricity consumption for all residential electricity
accounts in the state from January 2014 to May 2018. We observe the billing account
number, rate group, and the electricity consumption in kilowatt-hours (kWh) for each
billing reading period. Electricity consumption and Opower program data are merged
by account number. We trim observations with billing reading periods that deviate far
from 30 days, keeping observations with reading periods between 25 and 34 days. After
data cleaning, there are about 22 million observations in the sample, for about 420,000
unique billing accounts per month. The sample is unbalanced, as some accounts existed
for less than the entire sample period, due to a variety of reasons (e.g., customer initiated
or terminated service, incorrect readings, and missing readings). See appendix A for
additional details.

3.2 Opower Program Data

The second dataset contains Opower participation data by electricity account number.
Table 1 shows the number of accounts for each wave. For each wave, 50 to 90 percent
of accounts were randomly assigned treatment. The third, sixth, and seventh waves
occurred during the sample frame and are included in the sample for estimation. The first
and second wave are excluded because they preceded the sample period for electricity
consumption data and therefore lack pre-treatment consumption data. The fourth wave
was a "new movers" wave that also lacks pre-treatment consumption data. The fifth wave
only included gas accounts, and the eighth has insufficient post-treatment consumption
data because it occurred too late in the period for which electricity consumption data is
available.

Table 1: Number of accounts in each Opower wave from the start of the program to 2018.

Opower wave Month/Year Number of electric accounts Number of electric
assigned into Opower accounts treated

1 03/2013 183,789 166,911
2 04/2013 19,838 17,943
3 03/2014 43,435 36,759
4 08/2014 42,069 38,174
5 10/2015 0 0
6 08/2016 25,974 12,992
7 03/2017 44,372 31,199
8 02/2018 31,534 21,688

Notes: Wave 5 is a pure gas wave with no electric accounts. The highlighted waves (3, 6,
and 7) have sufficient pre- and post-treatment data to be included in our analysis.
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3.3 Household Demographic Data

The third dataset contains six household characteristics at the electricity account level:
annual household income, number of household members, building size, unit size, house
vintage, and marital status. Annual household income is available in $5,000 bins that
range from $0-$5,000 to $145,000-$150,000. Unit size is censored at 5,000 square feet
(roughly the 95th percentile in the sample). House construction year represents the
original year the house was built and is censored at 1850 (roughly the 1.5th percentile in
the sample). Summary statistics for electricity consumption and household demographics
in the estimation sample are shown in Table 2.2

Table 2: Summary statistics of the estimation sample

Mean SD Min Max
Monthly electricity consumption (kWh) 505 384 0 2,705
Income ($) 66,104 43,985 5,000 150,000
Number of household members 2.29 1.62 1 8
Building size (ft2) 4,655 11,146 262 232,146
Unit size (ft2) 1,886 1,053 210 5,000
House Year Built 1947 36 1850 2013
Married .482 .5 0 1
Observations 2,186,105

4 Evidence of Heterogeneous Treatment Effects

In this section, we estimate average and heterogeneous treatment effects to motivate our
formal analysis of the gains from targeting treatment.

4.1 Average Treatment Effect Estimates

We first estimate the average treatment effect of the program on electricity consumption
and compare our results to previous findings. We adopt a differences-in-differences
model as in prior work (e.g., Allcott, 2011). The identifying assumption for difference-
in-differences is parallel trends in the absence of treatment. Validity of this assumption
is ensured by Opower’s use of random assignment to determine treatment within each
wave as long as randomization is successful. To assess randomization, we present balance

2The estimation sample conditions on the availability of all six characteristics, which are available for
roughly half of accounts in waves 3, 6, and 7. See appendix A for details.
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tests by wave in Appendix B. Differences in mean pre-treatment electricity consumption
between the treated and control groups within each wave are small in magnitude and
statistically indistinguishable from zero. This is also true for all observable demographic
variables. In addition, we plot average electricity consumption by treatment arm around
the time of treatment in Figure C.1. Average electricity consumption appears virtually
identical across groups in the year prior to treatment, providing evidence of parallel
pre-trends.3

We estimate the average treatment effect using the estimating equation

kWhiwt = β1Opoweri + β2Opoweri × Postwt + Xiγ + δwt + εiwt, (1)

where the dependent variable is electricity consumption by household i in wave w
and year-month t in kilowatt-hours (kWh). Opoweri is an indicator for receiving the
Opower letter, and Postwt is an indicator for months after treatment began.4 Xi is a vector
of household demographics including average 12-month pre-treatment consumption,
income, building size, unit size, house construction year, marital status, and number of
household members. Wave-by-year-month fixed effects, δwt, absorb seasonal variation in
electricity consumption that is common between the treated and control groups within a
wave, but allowed to vary across waves.5 The coefficient of interest is β2.

Estimates are shown in Table 3. Our main specification, in column 1, yields a pooled
average treatment effect of -5.79 kWh/month, which is equivalent to a reduction of about
1.2 percent in electricity consumption compared to the average pre-treatment level. This
is in line with estimates from previous studies of Home Energy Reports (e.g., Allcott,
2011; Allcott and Rogers, 2014). Columns 2 through 4 present wave-specific estimates.
The treatment effect point estimate is largest for wave 3 and smaller for later waves with
lower baseline consumption levels. These estimates are robust to inclusion and exclusion
of demographics and baseline electricity consumption.

3Despite the apparent success of randomization within each wave, there is variation in pre-treatment
consumption and other household characteristics across waves, which is suggestive of selection in the wave
assignment process. See Appendix B for more details.

4Opower letters were continuously mailed to households in the treatment group every two months,
therefore households receive information treatment throughout the post-assignment period. However, we
don’t observe the specific timing of each mailing, and so we only estimate the treatment effect relative to
when Opower treatment status was assigned.

5Interacting wave and time fixed effects allows for the possibility that selection across waves might
induce a correlation between electricity consumption and treatment status due to variation across waves in
both average electricity consumption and treatment shares. We also estimate models separately by wave.
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Table 3: Summary of Opower letter treatment effect

Dependent variable: Electricity Usage in kWh
(1) (2) (3) (4)

All waves Wave 3 Wave 6 Wave 7
Opower 0.67 -1.11 -0.64 -0.13

(1.51) (3.51) (1.24) (1.53)
Opower × Post -5.79∗∗ -6.31 -0.96 -3.11

(2.55) (4.83) (2.49) (2.69)
Demographics Yes Yes Yes Yes
Wave × year-month FE Yes Yes Yes Yes
N 2,186,105 1,167,703 504,889 513,513
* p<0.10, ** p<0.05, *** p<0.01

Notes: This table shows the estimation results for Eq (1) on electricity consumption. Wave-
by-year-month FE indicates fixed effects for the interaction of wave and calendar sample
month. Standard errors are clustered at the household level and shown in parentheses.

We also use an event study framework to estimate and visualize dynamic treatment
effects. Specifically, we regress electricity consumption on Opower treatment status
interacted with event month relative to treatment and wave-by-year-month fixed effects:

kWhiwt =
r=−2

∑
r=−23

µr ×Opowerr
it +

r=22

∑
r=0

µr ×Opowerr
it + Xiγ + δwt + εiwt. (2)

where Opowerr
it is an Opower treatment indicator for being r months relative to i’s

initial treatment (r = 0 is the year of initial treatment). All estimates are relative to one
month prior to the Opower assignment (r = −1). Figure 2 presents regression results
in graphical form for the pooled sample. Wave-specific results are in Figure C.2. For
the pooled sample, before Opower assignment, there is no significant trend in electricity
consumption especially within 12 months prior to treatment assignment, while afterwards
the monthly electricity consumption reduces by about one percent on average. After the
treatment assignment in event month zero, treated households receive continued HER
letters every two months. The treatment effects are persistent with slight variations in
the magnitude, which is consistent with findings from Allcott and Rogers (2014) that
households do not develop full habituation with repeated treatment in the long-run after
initial report. Considering the lasting impact of the letters on households’ behavior, it is
essential that we consider the potential gains from targeting households that are likely to
reduce consumption and avoiding households who might increase consumption (either
immediately after the first letter or through "backsliding of action" after repeated letters).
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Figure 2: Event study coefficients
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Notes: Non-parametric estimates of treatment effects by event month for the pooled sample.
The month before Opower assignment (-1) is normalized to zero. Observations with event
month prior to -22 are grouped to event month -23 and those with event month post event
21 are grouped to event month 22, and these endpoints are omitted from the plots. The
endpoints are chosen based on the event months for wave 6, which was initiated close to
the middle of sample. Household characteristics and wave-by-year-month fixed effects are
included in the event study model.

4.2 Heterogeneous Treatment Effect Estimates

We use parametric models with three-way interaction terms in a triple-differences frame-
work to provide suggestive evidence of heterogeneous treatment effects using the follow-
ing estimating equation:

kWhiwt = β1Opoweri + β2Ci + β3Postwt + β4Opoweri × Ci + β5Ci × Postwt

+ β6Opoweri × Postwt + β7Opoweri × Ci × Postwt + Xiγ + Ci × δwt + εiwt
(3)

where Ci indicates the covariate of interest at the household level, discretized into groups
above and below the median within wave. We interact covariate groups with wave-
by-year-month fixed effects, Ci × δwt, to absorb seasonal variation in electricity that is
common between the treated and control groups within a wave and covariate level. The
coefficients of interest are β6 and β7, which represent treatment effects for households
below and above the median of each covariate we consider.

Table 4 summarizes the results. Compared to the average treatment effect in Table 3,
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the effect of information provision is larger in magnitude for households with higher pre-
treatment consumption and income.6 The point estimates for larger and older houses are
slightly higher than for smaller and newer houses, but the estimates are not statistically
distinguishable. The difference between groups is largest in magnitude for pre-treatment
consumption. As a result, our targeting analysis focuses on the effectiveness of treatment
rules that combine pre-treatment consumption with each of the covariates.

Table 4: Summary of heterogeneous treatment effects

Dependent Variable: Electricity Usage in kWh
Baseline Usage House Size Income House Year Built

Opower × Post × Below Median -2.48 -3.15 -1.57 -6.41∗

(2.36) (3.43) (3.64) (3.71)
Opower × Post × Above Median -12.33∗∗ -8.53∗∗ -9.27∗∗∗ -5.08

(6.19) (3.75) (3.59) (3.52)
Demographics Yes Yes Yes Yes
Wave × year-month FE× covariate Yes Yes Yes Yes
p-value, test of equal coefficients 0.14 0.29 0.13 0.80
N 2,186,105 2,186,105 2,186,105 2,186,105
* p<0.10, ** p<0.05, *** p<0.01

Notes: This table shows estimation results for the coefficients of interest from equation 3. Wave-by-year-
month FE×covariate indicates fixed effects for the interaction of wave, sample month, and covariate
level (above or below median). Estimates for all nuisance parameters in equation 3 are omitted for
clarity. Standard errors are clustered at the household level and shown in parentheses. The p-values
are from a Wald test of equal coefficients for the above- and below-median groups.

5 Empirical Strategy for Targeting

The evidence of heterogeneous treatment effects in section 4.2 suggests it may be possible
to improve the cost-effectiveness of the program by targeting households who are more
responsive to information treatment. We investigate the potential gains from targeted
treatment by estimating treatment rules that maximize the net program impact and
quantifying the net benefits achieved from the estimated rules. The goal is to learn an
optimal treatment rule (also referred to as policy) that maximizes the expected outcome
in the target population of N units.

A treatment rule is a mapping (π) from the characteristics space (χ) to the binary
treatment decision space, π : χ→ {0, 1}. The value of the treatment rule V(π) is defined

6Our finding that treatment effects are larger for households with higher pre-treatment consumption is
consistent with previous studies of electricity consumption (Allcott, 2011; Prest, 2020; Andor et al., 2018)
and water consumption (Ferraro and Price, 2013; Ferraro and Miranda, 2013).
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in equation 4 as the expectation of individual outcomes in the target population. In our
application, the primary objective is to search for a treatment policy that maximizes V(π).

We follow the EWM method proposed by Kitagawa and Tetenov (2018). Assuming
unconfoundedness, equivalence of distributions for the target and sampled populations,
and overlap for propensity scores e(X) in the sampled population, the value of treatment
policy is equivalent to the form in equation 6. As this equation shows, maximizing V(π)

is equivalent to maximizing the expected gain from treatment relative to no treatment.

V(π) ≡ E
[
Y1 · 1{X ∈ π}+ Y0 · 1{X 6∈ π}

]
(4)

= E
[

YD
e(X)

· 1{X ∈ π}+ Y(1− D)

1− e(X)
· 1{X 6∈ π}

]
(5)

= E(Y0) + E
[(

YD
e(X)

− Y(1− D)

1− e(X)

)
· 1{X ∈ π}

]
(6)

Since the objective of HERs is energy conservation, we recast this welfare maximiza-
tion problem as a minimization problem where the outcomes of interest are electricity
consumption and cost. Thus, the goal is to learn optimal treatment rules (π̂) that minimize
the sample analog of electricity consumption or cost relative to no treatment:

π̂ ∈ arg min
π∈Π

{
1
N

N

∑
i=1

(
YiDi

e(Xi)
− Yi(1− Di)

1− e(Xi)

)
· 1(Xi∈π)

}
(7)

where the net program impact Yi is defined using two criteria depending upon the
alternative specification: (1) expected energy conservation, where energy is measured in
kilowatt-hours of electricity; and (2) expected cost savings, where costs are defined as
the sum of energy and program implementation costs. For the cost savings analyses, we
value energy costs using two prices: once at the retail electricity rate ($0.177/kWh) and
once at the social marginal cost of electricity generation ($0.065/kWh).7 We include a
monthly program cost of $0.765 per household based on the administrative cost reported
in the utility company’s Energy Efficiency Year-End Report.8 Xi is the set of observable
characteristics, Di is the observed treatment status, and e(Xi) indicates the propensity
score of receiving treatment conditional on the vector of characteristics Xi. To account

7$0.177/kWh is the average rate for the standard-income residential sector in the sample period.
$0.065/kWh is a short-run estimate of the SMC taken from Borenstein and Bushnell (2018).

8The average monthly program cost is calculated as annual program implementation expense
($2,464,2000)/actual annual customer participation count (268,263)/12 month per year. Program im-
plementation expense and customer participation count are reported in Table E-3 column 3 and Table E-1
column 8 of PUC docket #4527 respectively.
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for non-random selection into waves, but take advantage of randomization within waves,
we use the share of households treated within each wave as the propensity score for all
households in that wave.

The treatment rule is determined based on a set of pre-treatment covariates that
may correlate with heterogeneous treatment effects. For computational simplicity, we
choose two covariates to solve for the optimal treatment rule in two constrained policy
classes. In addition to the suggestive evidence from section 4.2, prior studies have
found pre-treatment consumption to be a significant predictor of treatment effect in
a similar context (e.g., Allcott, 2011). So we focus on three pairs of variables: 1) pre-
treatment consumption and income, 2) pre-treatment consumption and unit size, and 3)
pre-treatment consumption and house age.9

We estimate the optimal treatment rule in two policy classes (Π). The first policy class
is a two-dimensional quadrant rule. This class of rules consists of all possible splits of a
two-dimensional characteristics space into four quadrants, one of which is treated. This
type of rule defines thresholds for the two covariates that determine treatment, so that its
implementation is simple and transparent. Formally, the set of policies in this class is

ΠQ ≡ {s1(X1 − t1) > 0 & s2(X2 − t2) > 0, s1, s2 ∈ {−1, 1}, t1, t2 ∈ R} . (8)

The treatment policy is described by four parameters s1, s2, t1, and t2, which are found
via a grid search over the two-dimensional characteristics space to locate the grid point
and orientation that maximizes the empirical welfare gain as defined in equation 7.

The second policy class we consider is a linear rule with cubic terms, which allows
for more flexibility in partitioning the characteristic space. This policy class is a part of
Linear Eligibility Score (LES), which can be expressed in the general form of 1{XT

i β ≥ 0}.
The specific class of LES policies with cubic terms is characterized by

Π3
LES ≡

{
(β0 + β1X1 + β2X2

1 + β3X3
1 + β4X2 > 0), β0, β1, β2, β3, β4,∈ R

}
. (9)

For the LES policy class, the optimization problem in equation 7 can be expressed as

min
β

N

∑
i=1

gi 1{XT
i β ≥ 0} , (10)

where gi is each observation’s contribution to the empirical welfare gain estimator

9In principle this method could be extended to additional covariates, but this imposes a large computa-
tional burden in our application.
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embedded in the objective function of equation 7: gi =
YiDi
e(Xi)
− Yi(1−Di)

1−e(Xi)
.

We use the IBM CPLEX Optimizer to solve for the optimal linear rule with cubic terms.
Specifically, since the optimization problem defined in equation 10 is non-convex and
discontinuous in π, it is converted to the following mixed-integer linear programming
problem for computational efficiency (Kitagawa and Tetenov, 2018):

min
z,β

N

∑
i=1

gi zi s.t.
xT

i β

ci
< zi ≤ 1 +

xT
i β

ci
∀i, zi ∈ {0, 1} (11)

where zi ∈ {0, 1} is a binary indicator for treatment assignment and β is a vector of
"weights" on each covariate used to determine zi. The constraints for zi require zi = 1 if
and only if XT

i β ≥ 0 and zi = 0 if and only if XT
i β < 0. ci are constants greater than the

suprema of |xT
i β|. The computational process solving for the quadrant rule and linear

rule with cubic terms are explained in more detail in Appendix D.
The estimation procedures for both policy classes yield estimates of the optimal

treatment assignment for each household in the data, z∗i . The final step is to use these to
calculate the value of the optimal treatment policy in terms of average net reductions in
cost and energy use per household:

V(π̂) =
1
N

N

∑
i=1

gi × z∗i (12)

Because the baseline for our analysis is no treatment, this measure of average net energy
or cost reduction due to the proposed treatment policy V(π̂) is relative to no treatment
V(∅). We also estimate the cost reduction of the original RCT assignment and universal
treatment, and contrast them with that of the optimal treatment rule. The total cost
reduction for the program is calculated by scaling up the average net reduction per
household by the number of households in the entire sample.

To conduct inference, we use two complementary approaches. First, we bootstrap
asymptotically valid confidence intervals for the EWM rules following the procedure
outlined in Kitagawa and Tetenov (2018). To ensure adequate coverage, this approach
searches over the space of rules to identify the rule that leads to the biggest difference in
savings between the bootstrap sample and the original sample. This yields conservative
confidence intervals for the savings from EWM rules. Second, to demonstrate the practical
value of our approach, we estimate the savings from applying the specific EWM rule we
estimate from the original data relative to the RCT and construct confidence intervals via
bootstrap. See Appendix D for more details.

The estimated net energy and cost savings are evaluated relative to the savings from
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the original RCT assignment computed by multiplying the IPW-based estimator of the
Average Treatment Effect on the Treated (ATT) 1

∑ Di
∑
(

YiDi − Yi(1−Di)e(Xi)
1−e(Xi)

)
by the share

of households treated ∑ Di/N. Scaling the ATT by the share of households treated
enables a fair comparison because it reflects savings per household in the sample rather
than per household treated.

As in Section 4, the EWM analysis uses data for Opower participants from waves 3,
6, and 7. Outcomes (Yi) are constructed using the difference between average 12-month
post-treatment consumption and average 12-month pre-treatment consumption demeaned
within wave. Treatment (Di) comes from Opower treatment status, and we use treatment
shares in each wave for the propensity score (e(Xi)). The pre-treatment variables used for
targeting (Xi) are 12-month average pre-treatment consumption, income, house size, and
house age.

6 Results

6.1 Energy Savings from Targeting

Table 5 summarizes the benefit of EWM-based targeting rules in terms of kWh reduction
per household per month. These energy savings – and all other results – are normalized
by the total number of households in the sample to facilitate direct comparisons between
rules that treat different numbers of households. The first row of Table 5 contains our
estimate of the effect of the RCT, which is computed by multiplying the IPW-based
estimator of ATT by the share of households treated. This ensures an internally consistent
comparison between the effects of the RCT and the EWM rules.10 All other rows
correspond to EWM rules. The final column shows the difference between the point
estimates of energy savings from EWM rules and the scaled ATT of the original RCT.

Point estimates suggest the EWM rules yield nearly double the energy savings of the
original RCT assignment. The total MWh reduction due to targeting based on EWM
rules amounts to over 3 GWh per year relative to no treatment.11 While the confidence
intervals for the generic EWM rules are conservative and do not always exclude zero,
the gains in energy savings from the specific cubic rules we estimate relative to the actual

10We also compare the IPW-based estimator of the ATE to the regression results in section 4.1 to provide
confidence in our implementation of the EWM approach. The ATE point estimate from the IPW-based
estimator is 4.6 kWh/month, while the analogous point estimate from column 1 of Table 3 is 5.8.

11The aggregate annual energy reduction is calculated by multiplying the average monthly point estimates
with 49,536 households in the sample and 12 months. As a point of reference, the 2017 total electricity
consumption for the residential sector in the state is about 3,000 GWh according to the EIA.
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RCT assignment are statistically different from zero. Because this analysis focuses on
energy savings and omits implementation costs, the rules treat households that tend
to decrease consumption after treatment and avoids treating households that tend to
increase consumption after treatment (on average across households, conditional on the
characteristics used for targeting). Compared with universal treatment which yields a
reduction of 4.58 kWh per household per month,12 EWM rules treat fewer households and
achieve higher average energy savings by excluding households that increase consumption
in response to the letters.

Table 5: Electricity usage reduction from the EWM Method

Treatment rule Variables Share treated Net energy changes ∆ EWM v. RCT
% kWh/ hh-month kWh/ hh-month

Actual RCT Scaled ATT 72 -3.63 .
(-10.5,0.43) .

EWM-Quadrant Income, baseline usage 92 -5.5 -1.88
(-11.69,0.68) (-4.19,0.44)

EWM-Quadrant Size, baseline usage 92 -5.93 -2.3
(-11.58,-0.28) (-4.74,0.14)

EWM-Quadrant House age, baseline usage 78 -5.46 -1.83
(-11.38,0.47) (-4.37,0.71)

EWM-cubic Income, baseline usage 69 -7.43 -3.8
(-14.55,-0.31) (-6.62,-0.98)

EWM-cubic Size, baseline usage 92 -6.83 -3.2
(-14.25,0.6) (-5.75,-0.64)

EWM-cubic House age, baseline usage 51 -6.55 -2.92
(-13.51,0.41) (-5.68,-0.16)

Notes: This table shows energy savings from the original RCT (first row) and EWM rules. Negative
values indicate energy usage reduction. The scaled ATT is computed by multiplying the IPW-based
estimator of ATT by the share of households treated. This ensures a fair comparison between the RCT
and EWM rules using the average energy savings across the entire sample. The third column shows the
share of households treated under each treatment rule. The fourth column contains the estimated energy
savings from applying the original random assignment and the derived EWM rules on the original sample.
Two-sided 95% confidence intervals constructed using the method proposed in Kitagawa and Tetenov (2018)
are in parentheses in column 4. The final column estimates the difference between the specific EWM rule
estimated on the original sample and the scaled ATT as shown in column 4, with two-sided 95% confidence
intervals constructed via bootstrap.

6.2 Cost Savings from Targeting

Table 6 shows the main results in terms of net private cost reduction, which use the retail
price of electricity to value energy conservation and include program implementation
costs. The EWM quadrant rules and cubic rules achieve roughly 75 cents of cost savings

12The ATE reported in this section is estimated using the IPW estimator assuming universal treatment. It
is slightly different from the difference-in-differences estimates reported in Table 3.
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per household per month. This is equivalent to roughly $450,000 in savings per year
from targeted information provision relative to no information provision.13 The savings
from applying the specific EWM rules we estimate exceed that of treatment assignment
in the original RCT, and this difference is statistically significant in all but one case, as
summarized in the final column of Table 6. Targeting outperforms universal treatment
in terms of cost reduction as well, because it avoids treating households for which the
cost of administering the letters is greater than the savings. Comparing point estimates
for predicted cost savings from targeting based on the three alternative sets of covariate
combinations, the quadrant rule induces slightly higher cost savings when using house
size, while the cubic rule is slightly more effective when using income and house age.

Table 6: Net private cost reduction from the EWM method

Treatment rule Variables Share treated Net cost changes ∆ EWM v. RCT
% $/ hh-month $/ hh-month

Actual RCT Scaled ATT 72 -0.09 .
(-0.99,0.74) .

EWM-Quadrant Income, baseline usage 13 -0.65 -0.56
(-1.61,0.31) (-1.06,-0.06)

EWM-Quadrant Size, baseline usage 27 -0.79 -0.7
(-1.83,0.26) (-1.05,-0.34)

EWM-Quadrant House age, baseline usage 21 -0.66 -0.57
(-1.73,0.41) (-1.02,-0.12)

EWM-cubic Income, baseline usage 15 -0.81 -0.72
(-2.07,0.46) (-1.94,0.5)

EWM-cubic Size, baseline usage 28 -0.76 -0.67
(-2.04,0.53) (-1.15,-0.19)

EWM-cubic House age, baseline usage 26 -0.82 -0.73
(-2.05,0.41) (-1.32,-0.14)

Notes: This table shows private cost savings from the original RCT (first row) and EWM rules. Net
changes in cost are calculated as the the sum of electricity price ($0.177/kWh)*kWh reduction + program
cost per household ($0.765/month) if treated. Negative values indicate reductions in total private cost.
The scaled ATT is computed by multiplying the IPW-based estimator of ATT by the share of households
treated. This ensures a fair comparison between the RCT and EWM rules using the average energy savings
across the entire sample. The third column shows the share of households treated under each treatment
rule. The fourth column contains the estimated cost savings from applying the original random assignment
and the derived EWM rules on the original sample. Two-sided 95% confidence intervals constructed using
the method proposed in Kitagawa and Tetenov (2018) are in parentheses in column 4. The final column
estimates the difference between the specific EWM rule estimated on the original sample and the scaled
ATT as shown in column 4, with two-sided 95% confidence intervals constructed via bootstrap.

The two candidate classes of rules suggest different potential savings and treatment as-
signments. For the quadrant rule, households are assigned treatment based on thresholds

13The aggregate annual cost savings is calculated by multiplying $0.75 per household-month times 49,536
households in the sample and 12 months per year.
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in terms of pre-treatment consumption and the covariate of choice (income, house size,
and house age). The quadrant algorithm conducts a grid search over all possible combi-
nations of thresholds and directions to find the quadrant that maximizes the estimated
cost savings, and then assigns treatment to all households in that quadrant. For example,
when using pre-treatment consumption and income to maximize cost savings, households
with average pre-treatment consumption above 720 kWh and income above $70,000 are
treated. Figure 3 presents a visualization of this rule, with the treated quadrant in red.14

Figure 3: EWM Rules using Baseline Consumption and Income

Notes: EWM treatment assignment under the quadrant rule (red) and cubic rule (blue) in
the baseline consumption and income grid space. The assignment plot is complemented by
the density plot in each dimension.

The second class of EWM rules we consider, linear rules with cubic terms, offers more
flexibility in selecting treatment assignment boundaries on both covariate dimensions.
The optimal cubic rule based on pre-treatment consumption and income is plotted in
Figure 3. Like the quadrant rule, this cubic rule treats households with high incomes and
high baseline consumption. However, it also treats some households with lower income
but higher pre-treatment consumption (and vice versa). Figure 4 presents analogous
plots for the other two sets of characteristics we consider. In the left panel, the optimal
EWM quadrant rule treats households with larger houses and higher pre-treatment
consumption. The quadrant rule is very similar, but it treats households at all house size
levels, albeit with the cutoff for pre-treatment consumption varying with house size. In
the right panel, the optimal EWM quadrant rule for house age targets households with

14Figure D.1 presents a cost-savings heatmap to better illustrate the grid search process, where the
solution corresponds to the grid point with the most aggregated cost savings (indicated by darkest shade).
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newer homes and higher pre-treatment consumption. The cubic rule also treats older
homes, although only for sufficiently high pre-treatment consumption levels.

Figure 4: EWM quadrant rule and cubic rule based on house size and house age in the pooled sample

(a) House size (b) House construction year

Notes: EWM rules based on baseline consumption and house size (left) and house construc-
tion year (right). Red and blue indicate households that should be treatment under the
quadrant rule and the cubic rule respectively.

6.3 Cost Savings using Pre-Treatment Consumption Only

To explore the cost savings potential of targeting based on pre-treatment consumption
alone, we derive one-dimensional EWM treatment rules based on average pre-treatment
consumption as well as two-dimensional EWM treatment rules based on average pre-
treatment consumption and each of the following: maximum monthly baseline consump-
tion, minimum monthly baseline consumption, and the standard deviation of monthly
baseline consumption for each household. Table 7 summarizes the results. The cost
savings from targeting based on pre-treatment consumption alone are remarkably similar
to the savings achieved by rules that incorporate other household characteristics (summa-
rized in Table 6). For example, the one-dimensional EWM rule achieves savings similar
to those achieved by the two-dimensional quadrant rules. Across quadrant and cubic
rule specifications, the median rule based on pre-treatment consumption outperforms the
median rule that uses additional data (based on point estimates alone).

Figure 5 visualizes the estimated rules. The top left panel highlights that targeting
based on average pre-consumption alone still captures a key threshold for treatment,
which is treating households with baseline consumption above 650 kWh/month. In
addition, the top right and lower panels of Figure 5 show how order statistics and
moments of baseline consumption might capture additional information that is useful in
guiding treatment rules.
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Table 7: Net private cost reduction from EWM rules using only baseline consumption data

Treatment rule Variables Share treated Net cost changes ∆ EWM v. RCT
% $/ hh-month $/ hh-month

Actual RCT Scaled ATT 72 -0.09 .
(-0.99,0.74) .

EWM-one-dimension Mean baseline usage 13 -0.65 -0.56
(-1.54,0.24) (-0.88,-0.24)

EWM-Quadrant Min baseline usage, mean baseline usage 28 -0.76 -0.66
(-6.28,4.77) (-3.32,1.99)

EWM-Quadrant Max baseline usage, mean baseline usage 29 -0.73 -0.64
(-1.74,0.28) (-0.99,-0.28)

EWM-Quadrant Sd baseline usage, mean baseline usage 29 -0.66 -0.57
(-6.07,4.76) (-2.72,1.59)

EWM-cubic Min baseline usage, mean baseline usage 24 -0.92 -0.83
(-2.13,0.29) (-1.41,-0.25)

EWM-cubic Max baseline usage, mean baseline usage 37 -0.91 -0.82
(-2.11,0.28) (-1.43,-0.21)

EWM-cubic Sd baseline usage, mean baseline usage 20 -0.79 -0.7
(-1.99,0.41) (-1.21,-0.19)

Notes: This table shows private cost savings from EWM rules derived using only baseline consumption
data. The second row shows cost savings from a rule specifying threshold of treatment along the mean
baseline usage dimension. The third column shows the share of households treated under each treatment
rule. The fourth column contains the estimated cost savings from applying the original random assignment
and the derived EWM rules on the original sample. Two-sided 95% confidence intervals constructed using
the method proposed in Kitagawa and Tetenov (2018) are in parentheses in column 4. The final column
estimates the difference between the specific EWM rule estimated on the original sample and the scaled
ATT as shown in column 4, with two-sided 95% confidence intervals constructed via bootstrap.

These results demonstrate the potential for deriving targeting rules that only require
monthly electricity consumption data. This is advantageous because data on household
characteristics are often only available for a subset of utility customers – in our sample
less than half of accounts – whereas electricity consumption data is available for the
universe of accounts. We find it is possible to achieve similar benefits to more complicated
targeting rules using pre-treatment electricity consumption data alone. This finding
underscores the practical value of targeting using EWM rules in this setting.

6.4 Economic Benefits from Targeting

In addition to assessing the benefits of targeting when electricity prices are valued at
the retail rate, we evaluate the benefit from society’s perspective by valuing electricity
savings at the average short-run social marginal cost (SMC).15 The optimization problem

15Because electricity consumption is observed monthly, we are unable to use high-frequency cost measures
to account for the covariance between social marginal cost and electricity consumption within a month. It is
possible that alternative rules could outperform the rules we estimate after accounting for this intra-month
variation, for example if households with certain demographics are more likely to conserve energy during
times of peak electricity demand when the social cost of electricity generation is high.
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Figure 5: EWM rules based on various measures of baseline consumption for the pooled sample

Notes: One-dimensional EWM rule based on average baseline consumption only (top
left). EWM quadrant and cubic rule based on average baseline consumption and mini-
mum (top right), maximum (lower left), and standard deviation (lower right) of baseline
consumption.

is defined as minimizing the total social cost associated with the program, which consists
of two components: 1) the generation cost and environmental externalities of electricity
consumption, and 2) the implementation cost of the HER program. To construct the first
component, we use the average short-run SMC estimate of $0.065/kWh in 2016 from
Borenstein and Bushnell (2018). The implementation cost used in this part of the analysis
remains the same: $0.765/month.

Table 8 presents the results. When electricity consumption is valued using the SMC –
which is roughly one-third of the retail rate – the point estimate for the RCT suggests that
it increased social cost relative to if no households had been treated. However, this result
depends upon assumptions about both the SMC and the marginal implementation cost of
the program, and is therefore more useful as a benchmark for evaluating the performance
of targeting than as an estimate of the program’s effects in its own right. In contrast,
targeting still yields economic benefits, although the cost savings from all targeting rules
are more modest than the results in Table 6. The estimated EWM rules achieve higher
social cost savings than the scaled ATT when electricity savings are valued at the social
cost, as summarized in the final column of Table 8. The treatment rules themselves are
similar to the rules that maximize cost savings when using the retail rate, but with a
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higher threshold for pre-treatment consumption.

Table 8: Net social cost reduction from the EWM method

Treatment rule Variables Share treated Net cost changes ∆ EWM v. RCT
% $/ hh-month $/ hh-month

Actual RCT Scaled ATT 72 0.32 .
(0.09,0.78) .

EWM-Quadrant Income, baseline usage 13 -0.18 -0.49
(-0.58,0.23) (-0.68,-0.3)

EWM-Quadrant Size, baseline usage 22 -0.17 -0.49
(-0.57,0.23) (-0.63,-0.34)

EWM-Quadrant House age, baseline usage 4 -0.15 -0.47
(-0.53,0.22) (-0.67,-0.27)

EWM-cubic Income, baseline usage 5 -0.24 -0.55
(-0.71,0.24) (-0.9,-0.21)

EWM-cubic Size, baseline usage 12 -0.19 -0.51
(-0.63,0.25) (-0.87,-0.14)

EWM-cubic House age, baseline usage 17 -0.22 -0.53
(-0.65,0.22) (-0.94,-0.12)

Notes: Net changes in social cost calculated as the the sum of Social Marginal Cost (SMC)
($0.065/kWh)*kWh reduction+program cost per household ($0.765/month) if treated. Negative val-
ues indicate effective social cost savings. The third column shows the share of households treated under
each treatment rule. The fourth column contains the estimated cost savings from applying the original
random assignment and the derived EWM rules on the original sample. Two-sided 95% confidence intervals
constructed using the method proposed in Kitagawa and Tetenov (2018) are in parentheses in column 4. The
final column estimates the difference between the specific EWM rule estimated on the original sample and
the scaled ATT as shown in column 4, with two-sided 95% confidence intervals constructed via bootstrap.

6.5 Applying EWM Rules Across Waves

The previous analyses utilize all available data to design treatment rules for all households
in the data. In practice, utilities only have access to historical data to design energy
conservation programs. To mimic this reality, this section studies the performance of the
EWM method when using past waves to derive treatment rules for future waves. This
provides a policy-relevant benchmark for implementation of the method.

The EWM method can be extended to estimate treatment rules in situations where the
characteristics of sample and target populations differ but are drawn from the same joint
distribution by reweighting the original EWM problem as follows:

π̂T ∈ arg min
π∈Π

{
1
N

N

∑
i=1

(
YiDi

e(Xi)
− Yi(1− Di)

1− e(Xi)

)
· ρ(Xi) · 1(Xi∈π)

}
, (13)

where ρ(x) ≡ PT
X(x)/PS

X(x) is the density ratio of the marginal distributions of X for the

22



target and sample populations.16 In this case, the sample population is a past wave for
which the covariates Xi, treatment status Di, and the outcome Yi are observable. The
target population is a future wave for which only the covariates Xi are available (because
treatment has not yet occurred). We implemented this approach as follows:

1. We estimate the density ratios ρ(x) as the ratio of sample wave and target wave’s
empirical probability densities Pw

x . Specifically, we compute each density Pw
x as the

number of households at each unique covariate level divided by the total number of
households within the wave, and then take the ratio: ρ36(x) = P6

x
P3

x
and ρ67(x) = P7

x
P6

x
.

As shown in Figure B.1, the three HER waves have different distribution of baseline
consumption. Wave 7 also differs from the other two waves in terms of income, unit
size, and house age.

2. For each target wave, we reweight gi as described in section 5 using the density
ratios to form g′i =

(
YiDi
e(Xi)
− Yi(1−Di)

1−e(Xi)

)
· ρ(Xi), which represents the contribution of

household i from the sample population to the expected empirical welfare gain in
the target population.

3. We use the reweighted g′ to estimate the EWM treatment rule by searching over
candidate rules within the original characteristics space of the target wave.

4. Finally, to mimic the real-world implementation of this approach, we apply the
EWM rule estimated using data from the sample population (i.e., g′) to data from
the actual experiment on the target population (i.e., g) to estimate the ex-post savings
that would have been achieved had the treatment rule estimated on the earlier wave
been applied to the later wave in practice. We then compare the estimated savings
with the RCT savings from the target wave.

Table 9 summarizes energy savings results for the cubic rules, with all figures estimated
relative to a baseline of no treatment. The cubic rules generate more energy savings
– in some case more than double the energy savings – than the RCT. While the EWM
rules estimated using reweighted historical data do not achieve the performance of the
EWM rules estimated using target wave data (by construction), this provides a proof
of concept that it is possible to outperform randomization in practice. This approach
could be implemented in other settings where treatment is already staggered over
time (for example due to budget constraints), or could be staggered over time to use
information from one or more initial experiments to improve targeting of a larger program
implemented later.

16See Remark 2.2 in Kitagawa and Tetenov (2018) for more details.
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Table 9: Electricity usage reduction from applying EWM rules across waves

Target wave Sample wave Variables Net energy changes
kWh/hh-month

6 6 Scaled ATT of RCT -0.81
6 3 Income, baseline usage -1.43
6 3 Size, baseline usage -0.96
6 3 House age, baseline usage -2.64
7 7 Scaled ATT of RCT -1.65
7 6 Income, baseline usage -2.33
7 6 Size, baseline usage -4.57
7 6 House age, baseline usage -1.69

Notes: Negative values indicate usage reduction. All EWM rules are constrained using linear rules with
cubic terms. The upper and lower panel shows the results for target wave 6 and target wave 7. The first
row in each panel shows the scaled ATT of the actual RCT implemented for wave 6 and 7.

6.6 Comparison to the Plug-in Approach

Previous studies of targeted Opower treatments have used an alternative approach com-
monly referred to as the plug-in approach, which consists of predicting conditional
average treatment effects (CATEs) for all households and assigning treatment to house-
holds with predicted savings, without imposing any explicit constraints on the nature of
the policy class. Knittel and Stolper (2019) implement this approach using causal forests,
a tree-based machine learning method, to predict CATEs. Compared to no treatment,
targeting achieves a private cost reduction of $1.17 per household per month and a social
cost reduction of $0.26 per household per month.17 Allcott and Kessler (2019) take a
similar approach and find that targeting, using a rule that treats all households with
above median predicted savings, increases natural gas conservation by 85% relative to the
original RCT. The magnitude of these energy and cost savings generally agrees with our
EWM estimates in Tables 5, 6, and 8.

Compared with plug-in methods based on machine learning models, EWM has two
main advantages: First, the EWM method allows integration of our decision problem and
statistical inference. In learning the decision rule (treatment assignment in our case), the
sample analog of the welfare criterion is explicitly maximized. Learning the treatment

17Using numbers reported in Knittel and Stolper (2019), average private cost reduction per household-
month is calculated as the reported total gain of $6.3M/year divided by the reported sample of 449,824
households and 12 months. Average monthly social cost reduction per household-month is similarly
calculated using the reported welfare gain of $1.4M/year.
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rule and conducting inference on the associated welfare gain is an integrated process,
while the decision rules derived using plug-in methods rely on separately estimated
CATEs. Therefore, the statistical performance of plug-in rules hinges on efficient estimates
of CATEs, and separate methods must be used to conduct inference. The EWM rules, on
the other hand, have desirable theoretical performance – under the unconfoundedness
assumption, the learned rules achieve minimum regret at an optimal rate – and inference
is immediate. Moreover, the conditional average treatment effect function need not
be optimally estimated as long as propensity scores are known (e.g., determined by
randomization, as is the case here) and the treatment rule is not too complex (i.e., has
finite Vapnik-Chervonenkis dimension).

Second, the EWM method allows for the imposition of explicit constraints on the
policy class under consideration. Treatment classes could be explicitly specified with
functional form assumptions. The mapping from characteristics to treatment is also
transparent and easy to understand. As a result, the EWM rules provide straightforward
assignments on which households to target, which is especially advantageous in regula-
tory settings that require transparency in targeting based on demographics. In contrast,
the structure of treatment assignments using plug-in rules based on CATE predictions
from complex models are less transparent. In addition, the gain from more complex
treatment assignment rules based on observable characteristics may be modest relative
to simple treatment rules, since as presented in section 6.3, pre-treatment consumption
is a dominant factor for targeting. The cost savings achieved from targeting based on
pre-treatment consumption alone is close to two-dimensional EWM rules based on ob-
servable characteristics. Therefore, the transparency and practicality of EWM treatment
rules is especially appealing in context.

7 Conclusion

This paper investigates the potential for targeted treatment rules to improve the net
benefits from a large-scale behavioral intervention to encourage energy conservation.
We empirically verify that providing personalized feedback on energy usage and social
comparisons with efficient neighbors causes a reduction in energy consumption, and
that this effect is most pronounced for households with high pre-treatment electricity
consumption. Exploiting this heterogeneity in treatment effects, we derive simple and
transparent treatment rules based on observable household characteristics that produce
significant gains in net cost savings relative to no treatment. The learned optimal treatment
assignment achieves over $400,000 of net cost reduction for the entire state every year. The
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predicted reduction in electricity consumption from the EWM treatment almost doubles
that of the randomized treatment rule that was actually implemented.

Adopting machine learning models for causal inference is receiving growing attention
from economists. We apply a method grounded in statistical learning theory and empiri-
cally investigate its performance in learning treatment rules under an ideal setting for
constrained and non-complex policy classes. The treatment rules we derive are transpar-
ent and easy to implement. Our results have clear policy implications: it is possible to
increase the welfare impacts of future home energy reports through targeted treatment.
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Appendix A Data Appendix

There are 23,829,510 observations of electricity meter readings in the original data. We
remove instances of duplicate readings and reading periods of more than 35 days or less
than 24 days. The top percentile of monthly usage is also removed to eliminate instances
of implausibly high consumption levels. These sample restrictions reduce the sample to
21,921,882 observations.

As discussed in section 3.2, the estimation sample consists of waves three, six, and
seven due to data limitations for all other waves. The second and third columns of
Table A.1 summarize the number of observations and number of unique accounts for
these waves. Because our targeting analysis requires data on additional household
characteristics, we further restrict the sample to households with non-missing and non-
zero values for: 12-month average pre-treatment consumption, 12-month average post-
treatment consumption, income, unit size, building size, number of household members,
and house vintage. The size of the final estimation sample for the pooled regression
analysis is summarized in columns 4 and 5 of Table A.1. The pooled targeting analysis
utilizes the cross-sectional version of this estimation sample, summarized in column 5.

Table A.1: Estimation sample including wave 3, 6, and 7

Number of observations Number of unique accounts Number of observations Number of unique accounts
with complete covariates with complete covariates

Wave 3 2,089,684 43,435 1,167,703 22,915
Wave 6 1,126,998 25,974 504,889 11,114
Wave 7 1,324,613 44,372 513,513 15,507
Total 4,541,295 113,781 2,186,105 49,536

Notes: The number of unique accounts in column 3 include all households for wave 3,
6, and 7 after initial data cleaning. The number of unique accounts in column 5 include
households with non-missing and non-zero values for covariates for the three waves.
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Appendix B Verification of Opower Random Assignment

This section presents evidence on the success of randomization of Opower treatment
assignment and justifies the variations used for identification. As mentioned previously,
sufficient pre- and post-treatment consumption data is only available for waves 3, 6, and
7, so we restrict attention to those three waves. The bottom panel of Figure B.1 shows a
clear decreasing trend in electricity consumption across waves 3, 6, and 7. Households
that consume relatively large amounts of electricity were enrolled into the program in
earlier waves while later waves targeted lower usage households.

Figure B.1: Number of unique households and average monthly electricity consumption by wave.
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Notes: Top: Number of unique accounts in each of the eight Opower wave. Bottom:
Average monthly electricity consumption for each Opower wave (before and after treatment).
Consumption data available from Jan 2014 to April 2018.

Because of this selection into waves, we assess randomization by comparing treated
and control units within each wave. Table B.1 compares the mean of covariates and
pre-treatment consumption between the Opower control and treatment groups for wave
3. The balance test for the other two waves can be found in the Tables B.2 and B.3. There
are no statistically significant differences in pre-treatment consumption or household
characteristics between the Opower control and treatment groups in any of the waves.
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Table B.1: Balance test for electric Opower wave 3. Mean covariates value for treatment and control group.

Control Treatment Difference t-statistic
12-month pre-treatment consumption (kWh) 650 647 3.56 0.46
Income ($) 72,487 72,786 -299 -0.37
Number of household members 2.56 2.55 .00624 0.20
Building size (ft2) 3,681 3,744 -63.6 -0.51
Unit size (ft2) 1,761 1,778 -17.1 -1.04
House Year Built 1,951 1,951 .025 0.04
Married .575 .565 .0108 1.19

Table B.2: Balance of covariates for Opower wave 6. Mean covariates value for treatment and control group.

Control Treatment Difference t-statistic
12-month pre-treatment consumption (kWh) 451 445 6.29 1.02
Income ($) 64,085 64,641 -556 -0.69
Number of household members 2.02 1.98 .032 1.16
Building size (ft2) 5,439 5,371 67.6 0.29
Unit size (ft2) 1,794 1,793 .536 0.03
House Year Built 1,948 1,949 -.983 -1.43
Married .432 .428 .00414 0.44

Table B.3: Balance of covariates for Opower wave 7. Mean covariates value for treatment and control group.

Control Treatment Difference t-statistic
12-month pre-treatment consumption (kWh) 479 487 -7.66 -1.13
Income ($) 53,653 54,389 -735 -1.02
Number of household members 1.88 1.89 -.0157 -0.65
Building size (ft2) 5,660 5,778 -118 -0.43
Unit size (ft2) 2,186 2,201 -14.6 -0.70
House Year Built 1,937 1,937 .539 0.85
Married .322 .33 -.00736 -0.90
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Appendix C Additional Figures and Tables

Figure C.1: Average electricity consumption by treatment arm
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Notes: Average electricity consumption by treatment arm around the time of treatment
for wave 3 (left), 6 (middle), and 7 (right). Each point represents the mean electricity
consumption in a given event month and treatment arm. Event time is normalized to zero
in the first month of treatment.

Figure C.2: Event study coefficients by wave
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Notes: Non-parametric estimates of treatment effects by event month estimated separately
for wave 3 (left), 6 (middle), and 7 (right). The month before Opower assignment (-1) is
normalized to zero. Observations with event month prior to -22 are grouped to event month
-23 and those with event month post event 21 are grouped to event month 22, and these
endpoints are omitted from the plots. The endpoints are chosen based on the event months
for wave 6, which was initiated close to the middle of sample. Household characteristics
and wave-by-year-month fixed effects are included in the event study model.
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Appendix D Computational Details of EWM Estimation

This section describes the computational process solving for the EWM rules. We use grid
search to find the optimal quadrant rule and IBM’s CPLEX Optimizer to solve for the
optimal linear rule with cubic terms.

Grid Search As discussed in section 5, we consider three pairs of characteristics for
targeting: (1) income and baseline usage, (2) house size and baseline usage, and (3) house
vintage and baseline usage. We discretize these characteristics spaces into uniform grids
with column grid size as 10 kWh for baseline consumption and row grid size as $5,000,
100 f t2, and 10 years for income, house size, and house vintage respectively. At each
grid point, we calculate the net program impact of each of the four candidate quadrant
rules (one for each direction) and pick the quadrant rule that yields the highest benefit.
This step is repeated for each grid point in the characteristics space in order to identify
the grid point with the highest net benefit. Figure D.1 plots the savings associated with
the best quadrant rule (among the four candidate quadrants) for each grid point as a
heatmap.

Figure D.1: EWM quadrant rule grid search heatmap

Notes: Heatmaps illustrate the private cost reduction per household per month estimated
using the EWM method, with negative values representing effective cost savings. The
solution of the EWM quadrant rule is the quadrant of the grid node with the most
aggregate cost savings (darkest black). Each heatmap is complemented by density plots of
the marginal distributions of each characteristic.
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Linear Programming The optimal linear rule with cubic terms is represented by five
parameters β0, β1, β2, β3, β4 in equation 9. As explained in the empirical strategy section,
the linear rule with cubic terms is the solution to the mixed-integer linear programming
problem specified in equation 11, reproduced here for convenience:

min
z,β

N

∑
i=1

gi zi s.t.
xT

i β

ci
< zi ≤ 1 +

xT
i β

ci
∀i, zi ∈ {0, 1}

To solve this problem using IBM’s CPLEX Optimizer, we rewrite it as follows:

min
h

f Th s.t. Ah ≤ b

where

f =



0

0

0

0

0

g1
...
...

gn



, h =



β0
...
...

β4

z1
...
...

zn



, A =



1 −x11 −x12
1 −x13

1 −x21 c1 0 . . . . . . 0
...

...
...

...
... . . . ...

...
...

1 −x1n −x12
n −x13

n −x2n 0 . . . . . . 0 cn

1 x11 x12
1 x13

1 x21 −c1 0 . . . . . . 0
...

...
...

...
... . . . ...

...
...

1 x1n x12
n x13

n x2n 0 . . . . . . 0 −cn

0 0 0 0 0 1 −1 0 . . . 0
...

...
...

...
... 0 1 −1 . . . 0

...
...

...
...

...
...

...
... . . .

...

0 0 0 0 0 0 0 . . . 1 −1



, and b =



c1
...

cn

0n,1

0n−1,1


.

For computational efficiency, households are aggregated into n pseudo-households
with identical covariate values in the two-dimensional characteristics space, which we
refer to as "unique households". We solve for β at the unique households level and then
use XTβ to derive the treatment rule at the households level.

To reduce the computational burden of the optimization procedure, we discretize
the two-dimensional characteristic space into 30 equal bins along each dimension. The
resulting bins have widths of 91 kWh/mo for pre-treatment consumption, 167 f t2 for
house size, and 5.5 years for house vintage. The outcome variable and covariates are
normalized to the [−1, 1] range by dividing by the absolute maximum value of the
demeaned value for computational purposes.
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Details of Kitagawa & Tetenov’s Confidence Intervals The two-sided confidence inter-
val for V(π̂) is [

Vn(π̂)− q̂ν̃(1− ᾱ)√
n

, Vn(π̂) +
q̂ν̃(1− ᾱ)√

n

]
where Vn(π̂) is the savings point estimate from the original sample (denoted by the
subscript n). To ensure adequate coverage, ν̃n is specified as

√
n supπ∈Π |Vn(π)−V(π)|.

Confidence intervals are constructed via bootstrap by resampling households with re-
placement 200 times, computing the maximum of the absolute value of the difference
between savings in the bootstrap sample and savings in the original sample across all
candidate rules (within each bootstrap sample), and then using the 95th percentile of
the distribution across bootstrap samples for q̂ν̃(1− ᾱ). See Kitagawa and Tetenov (2018)
appendix B for details on the asymptotic properties of this approach.

Comparison of Specific Estimated EWM Rules and the RCT We formally test whether
the EWM rules estimated on the original sample outperform the original RCT assignment.
Let θ be the net savings from a given EWM rule relative to the RCT assignment in the
population. We estimate this by taking the difference between the two savings point
estimates in the original sample, both of which are relative to a baseline of no treatment.
This is θ̂. To conduct inference, we resample households with replacement 200 times
and calculate the difference between the savings from applying the original EWM rule
to each bootstrap sample and the scaled ATT in each bootstrap sample. This yields a
distribution of net savings estimates across bootstrap samples. Confidence intervals are
calculated as

[
θ̂ − zα/2ŜE , θ̂ + zα/2ŜE

]
, where zα/2 is the critical value of the standard

normal distribution (with α = 0.05) and ŜE is the standard error of θ̂ across bootstrap
samples.
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